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1. Goals

We have continued our efforts to add UCDs to our ~400 HEASARC Tables.  In the following sections we discuss our overall progress, the issues that arose during our attempts to assign UCDs to existing HEASARC table parameters, and our suggestions for new UCDs.  

UCDs and the current UCD list are approved VO standards. The URLs for these standards are given below. This document assumes familiarity with the current UCD  structure and vocabulary. 

Current UCDs:  http://www.ivoa.net/Documents/latest/UCDlist.html
UCD Structure:  http://www.ivoa.net/Documents/latest/UCD.html
2. What we did

The HEASARC currently stores about 400 tables in its Browse databases. These include observation catalogs, object catalogs, object-observation catalogs, and a few physics catalogs.   The observation catalogs are the indices to the HEASARC archive and are central to its operation.

We have been adding UCDs to our tables in roughly priority order which tends to emphasize the observation catalogs.  To date, we have managed to assign UCDs to 180 of the approximately 400 HEASARC tables or just under 50% of the grand total.  This amounts to approximately 5400 parameters. Of these 5400 parameters, we found that we could assign a UCD to ~95+% of these or 5000+ UCDs.  The remaining 5% (about 300) of the parameters did not seem to fit any UCDs currently defined in the UCD vocabulary. 

Retrofitting our tables with UCDs has proven to require a considerable investment and is a fairly painstaking process.   Procedures which will incorporate UCD specification as we ingest tables are being put in place.  Much of the time in getting the best UCD is trying to understand exactly what a table means and since that is already done in the standard table ingest, it is much easier to add UCDs initially with the rest of the ingest processing for a table.

3. Issues arising during ingest.
There parameter types contained in the HEASARC tables which we would like include: Processing parameters, instrument setup data, observation table parameters and source parameters/characteristics.  The following sections summarize the various issues that have arisen as we have assigned UCDs to our tables. These are in rough order of importance, with the most significant issues first.  We have sometimes included suggestions for new UCDs.

3.1. Count Rate and Flux parameters

There are many HEASARC high energy tables that contain parameters describing photon counts, count rates, and total number of counts.  We would have liked to use the UCD phot.count for “total number of photons” but we could not as the description for this UCD indicates it is count rate.   Given the lack of any other choice we have used "phot".  In subsequent discussions with Andrea Preite-Martinez he has suggested that phot.count be used as we had originally hoped – with a revised description -- and we then use phot.flux for count rates.  However the relationship between phot.count and phot.flux versus phot.fluence and phot.flux seems inconsistent.   

Part of the problem may be that we are trying to be too fine-grained with UCDs.  The best choice might be to use phot.fluence and phot.flux for energy/area and power/area measurements.   This could also render phot.mag redundant (see later about logarithmic values). 

3.2. Analysis and Processing Parameters

A major area where we have had difficulty assigning UCDs is columns which involve the process of observations, analysis and archiving. UCDs have little or no coverage in areas like announcements of opportunity/cycles, proposals, data processing, archiving, analysis software and proprietary rights.  We find these parameters in many tables.   Some of these parameters may not be in areas where the common language provided by UCDs is critical, but others are in parameters that our users are very interested in, e.g., the date at which information becomes public.

Some UCDs we might propose include:

meta.file.size 

The size of a file in bytes

meta.processing
UCDs related to the processing of an observation

time.obs.archived
The date an observation was archived

time.obs.processed
The date an observation was processed.

time.obs.released
The public date of an observation

obs.status

The status of an observation

obs.proposal

The proposal associated with an observation

obs.proposalCycle
The cycle associated with an observation proposal. 

meta.institute;meta.processing
The institution associated with processing an observation.

meta.software


UCDs related to software

meta.software.param

Software parameters

phys.angSize;meta.software.param  An angular size specified in the software.

3.3. Distances/Offsets

The HEASARC contains many tables that contain parameters describing the angular distances between objects in the field of view, offsets between center of field of view of instrument and target, offsets between the position of the same target in two distinct mission tables, distances between associated objects, etc. The UCD that partially describes this concept  is “pos.angDistance”. However, this is much too broad to be useful.  The UCD pos.angDistance.offset could specialize this and be further modified to give information about what the offset is between.  E.g., if we are measuring the distance between the optical and X-ray positions then either pos.angDistance.offset;em.opt;em.X-ray or pos.angDistance.offset;pos;em.optical;pos;em.X-ray would convey this meaning.  The offset to a binary companion might be pos.angDistance.offset;meta.id.assoc.  In any case we find that describing an offset as merely a distance to be unappealing.

The UCD inst.offset is available and we have used this for columns specifying the offset between a position and some instrument defined position, but it is not helpful in specifying information about offsets between different sources or observations.

3.4. Source Counts

There are many parameters in our tables describing numbers or densities of objects or observations. Some of these parameters are observation specific while others are related to the sources themselves. Two specific examples are number of galaxy redshifts available from NED  and the number of nearby sources 
We suggest that the new UCD src.count be provided. 

3.4. Derivatives and logarithms

There are several instances of first and second derivatives of other parameters in our tables

(especially in pulsar tables). In these cases, we need to distinguish between the derivative values and the parent parameter.  Perhaps a UCD math.deriv could accommodate these. 

In principle this should be a primary UCD – since a derivative is a fundamentally different type than its integral.

There are also many logarithmic columns.  It is unclear if UCDs should distinguish logarithmic quantities from non-logarithmic ones.  The distinction made between phot.flux and phot.mag suggests that UCDs should do so.  On reflection we feel this may have been

a poor choice since users looking for flux information need to query more than one UCD.  If we wish to distinguish logarithmic quantities perhaps we could add math.log as well, with math.log (or math.log.mag) used for magnitudes.  So phot.mag;em.optical.V would become phot.flux;em.optical.V;math.log.  However it may be that all such consideration should be moved out of the UCDs.  Information about logarithmic scaling could appropriately be placed in the description of the units of the field.

3.6. Major and minor axes 

The HEASARC has many tables which describe the shape of sources.  There are UCDs phys.size.smajAxis and phys.size.sminAxis which should be the physical sizes of the semi-major and semi-minor axes.  We have many columns that provide the major and minor axes rather than semimajor and minor.  Since the provided UCD is so specific it seems to preclude major and minor axes more than phys.size.majorAxis might seem inappropriate for a semimajor axis.  

3.7. Upper Limits and Bounds

The HEASARC contains many parameters where the error bounds are given as upper and lower limits. For example, our high mass and low mass x-ray binary catalogs contain many parameters that often refer to fluxes, reddening, orbital periods, magnitudes,etc.  and give the error bounds on these quantities.  The stat.min UCD suggests the minimum of a set of data, not the lower limit in the range of a quantity.  In the current framework stat.error.min would be better, but a lower limit is a very different thing from an error.  The situation is the same for upper limits.

Another area where we have been forced to use stat.min/max when they appear inappropriate is where the column gives limits on the actual variation of a quantity (e.g.,

the range in magnitudes for a variable star).  In this case the minimum or maximum is real, not a statistical artifact and the UCDs stat.min/max seem misleading.

We do have a fair number of cases where the stat.min/max UCD is appropriate: where the column represents the maximum or minimum of a set of observations.

3.8. Inclination

Inclination may have several different meanings. It can be the inclination of an object with respect to an orbital plane, the inclination of some axis with respect to the line of size, or the inclination of an axis (e.g. of rotation) with either of these.  This concept is not  well described in the UCD vocabulary.  src.orbital.inclination is the only current UCD that address this, but it addresses only one of these concepts.

3.9. Magnitude System Parameters

Many tables have a column which describes the magnitude system in which the optical magnitude is given in some other column.  This concept does not yet exist in the UCD vocabulary. We recommend a new UCD  phot.magSystem.

3.11. Vignetting

There is a question as to how this concept should be defined. This is a very common instrumental field for HEASARC tables but we find no way of representing this common characteristic.

 3.12. Classification

The distinctions among classification types are difficult to understand.  What is the difference between src.morph and src.class and meta.code.class?  Generally we use src.class except when there is an explicit statement that this is morphology – but many class differences are based on morphology.

3.13. Colors

We find that there are many tables that describe spectrum colors.   But there are also many 

magnitudes we have run into not in the standard set.  Do we try to find similar filters?  Ignore the band information? Assume new UCDs will be added? Just use em.opt?  There is no guidance for the appropriate strategy.

3.14. Radii

There are different types of radii-related parameters in our tables. These include tidal radii, half-mass radii, core radii, etc.  Do we need UCDs to distinguish these?

3.15. Bibliography vs. Reference

The distinction between meta.ref and meta.bib is unclear. 

3.16 Notes and codes 

Distinguishing what is a note from what is a code is often rather arbitrary.  Our sense

was that codes had a restricted vocabulary but without looking at all of the rows in a table

it was often difficult to assess.  Similarly it could be difficult to assess when to use code as opposed to what the code was for.  E.g., are IUE class numbers a code for the class or just the class itself.  At the most fundamental level names are themselves just codes for the things they represent.  In terms of the number of columns that are affected this is one of the most troublesome areas, but since it is unlikely that either the note or codes are useful in multi-table investigations, we do not classify it as a major problem.

3.17 Specific semantics

In addition to these more general issues a number of specialized concepts are not well handled – or at least we could not see a good choice.  A few of these are:

central concentration-  The cluster central concentration, c = log(r_t/r_c), where r_t is the tidal radius of the cluster and r_c is the core radius of the cluster.  The UCD stat.ratio;src.radius doesn't really give any sense of concentration to us.

cmax/cmin - The  ratio of the volume within the radius to the source over of the volume within which the source could be seen.

roll - The roll angle of the spacecraft, in degrees 

int_in - Intensity of the inner region of the galaxy I_d on a scale from 1 (completely black image) to 6 (image barely visible) can be found in the <int_in> column.  
selected_flag - A flag that specifies the selection technique (e.g. Radio, X-ray) 

4. Comparing UCDs assigned at both the HEASARC and Vizier

Many of the tables included in the HEASARC's Browse system are also available at Vizier.  In building UCDs for HEASARC tables that are present at Vizier, we used Vizier UCDs as suggestions along with values suggested by Vizier's UCD tools.  However every UCD was reviewed and many were changed.  In this section we compare the final UCDs that we selected at the HEASARC with the UCDs we found at Vizier.  Note that we downloaded our UCD information from Vizier in early 2006, so that some Vizier information may be out of date.  

The following table represents an analysis of the 111 HEASARC tables for which we have created UCDs where the table is also available through Vizier.   Note that the tables may be somewhat different at the two locations.  The HEASARC may have joined tables that were kept separately at Vizier and data columns may be added or modified. 

	
	 Total Colums
	Exact Match
	Near Match
	 Vizier V1.0 UCDs
	 Vizier Nulls
	Vizier Invalid UCDs


	Distinct Semantics

	Columns
	3364
	789
	817
	535
	681
	197
	345

	Percentage
	100
	23.4
	24.2
	15.9
	20.24
	5.85
	10.25

	
	
	
	
	
	
	
	

	After V1.0 UCDs translated
	3364
	1034
	1008
	0
	681
	197
	444

	Percentage
	100
	30.73
	29.96
	0
	20.24
	5.85
	13.19


Total columns - The total number of columns in the 111 tables at the HEASARC.

Exact match – The number of UCDs where the HEASARC and Vizier  match exactly.  This happens in about 25% of the cases when we compare with the UCDs used by Vizier.  When we translate the UCD1 UCDs that are returned by Vizier for some tables to the current UCD1+ syntax, we get exact matches about 30% of the time.

Near match - This column   includes all cases in which both archives have similar UCDs for a given parameter but may differ in their degree of specificity.  The matches in this category had to obey two rules:

1) The UCDs are not identical

2) UCD words may match when ether the corresponding word is null, or where all atoms with the corresponding words are matched until the last atom of the shorter word. 

Examples of UCDs that are matched in this category include:

A) phot.flux;em.X-ray  and  “phot.flux

B) meta.code;meta.id.assoc and “meta.code;meta.id

C) phot.count;em.X-ray.soft and “phot.count;em.X-ray

D) meta.code.class  and “meta.code

Examples of UCDs not matched in this category include:

A) phot.count;em.X-ray.soft and phot.count;em.X-ray.hard

B) meta.code;obs and  meta.code;src

About 20% of the columns fall in this category.  If we convert the old style UCD1  to UCD1+, this increases to 25%.

We have also determined how many HEASARC UCDs are more specific than Vizier's and vice versa.  In about 90% of the UCDs in this category the HEASARC is more specific than the Vizier UCD. The results below show exact numbers before and after old-style Vizier UCDs are translated. 

Before Translation of old Vizier UCDs:

   HEASARC more specific:              736

   Vizier more specific:                        81

After Translation of old Vizier UCDs:

   HEASARC more specific:             902

   Vizier more specific:                      106

[It is possible that the HEASARC could be more specific in one UCD word and Vizier more specific in another.  We have not checked for this though we believe it to be rare.  Any such columns would be counted as being more specific at the HEASARC.  An example might be phot;em.x-ray.soft versus phot.count;em.x-ray)

Vizier V1.0 UCDs – The number of UCDs found at Vizier that are in the old version 1.0 style. About 16% of all UCDs returned used the old style nomenclature.  We also used the Vizier translation tool to convert these UCDs to new style UCDs.   The second set of statistics shown in the table gives what happens if we replace all old style UCDs with the translated UCDs.

Vizier Nulls – The number of HEASARC UCDs for which no match was found at Vizier.  This includes:

· All cases where the HEASARC may have a parameter that Vizier does not.  E.g., the HEASARC always includes Galactic coordinate fields in the tables.   Although Vizier allows the user to request Galactic coordinates, these columns are not shown in the metadata we have downloaded unless the Galactic coordinate columns were in the original data of the table.

· Cases in which columns may not have been found at Vizier by our software.  Column names sometimes change between the two systems and the matching is not always robust.

· Vizier has in fact assigned a blank UCD.

For about 20% of our columns we could not find a Vizier column or the UCD was blank.

Note that the HEASARC also has blank UCDs.  If the UCD is blank in both tables, then this will be considered a match, but if the HEASARC UCD is blank and Vizier's is not, this will be categorized as a semantic mismatch below.

Vizier Invalid UCDs – Vizier has used non-standard UCD words in about 6% of the columns.  Since we check our columns to include only approved UCD words, we always get a mismatch in these columns.  We have included a list of all these UCD words in section 4.1.

Semantic mismatch – The UCDs in this category do not match and do not fall into any of the above categories.  Usually we chose a UCD that differed from Vizier's choice.  In a few cases, we may have left our field null because we felt that there was no existing UCD that would do the job.  The total number of differences is approximately 10-13% of all columns. We discuss these differences further in section 4.2. 

4.1. Non-standard UCDs

A number of Vizier tables contain non-standard UCDs.  We have included a table below summarizing the specific problem UCD words found at Vizier for all tables that have HEASARC counterparts (a total of 203 tables).  This includes tables for which we have not yet assigned UCDs at the HEASARC.  The table below gives the UCD word used and the number of times we found it in the 203 tables.

	pos.proj                                                   
	3

	pos.gal.gc                                                 
	1

	pos.pm.dec                                                
	15

	pos.det                                                   
	47

	pos.sg.lat                                                 
	2

	spect.line.eqwidth                                         
	1

	src.veloc.dispersion                                       
	3

	src.veloc.lsr                                              
	1

	src.fwhm                                                   
	8

	src.veloc.component                                        
	9

	pos.sg.lon                                                 
	2

	meta.fits.software                                         
	1

	pos.ec.lat                                                 
	2

	pos.gal.component                                          
	7

	phot.sb                                                    
	1

	phys.polarization.posAng                                   
	2

	src.veloc.rotat                                            
	5

	src.veloc                                                  
	3

	pos.gal.lon                                               
	42

	src.veloc.expansion                                       
	3

	src.veloc.cmb                                              
	1

	pos.pm.ra                                                
	15

	pos.gal.lat                                               
	47

	phot.fluxDens                                             
	89

	phot.fluxDens.sb                                           
	1

	src.veloc.hc                                              
	21

	pos.ec.lon                                                 
	2

	pos.sg.component                                           
	2


4.2. Semantic disagreements.

We have found that the HEASARC and Vizier UCDs have incompatible semantics for about 13% of all columns (after converting Vizier V1.0 UCDs). These differences fall into a number of different categories.  We describe the most common disagreements here.

4.2.1 Metadata.

About half of these differences are related to metadata information.  We may have chosen to use meta.code while Vizier might use meta.note, or we might have meta.bib versus meta.ref.  Occasionally we disagree as to whether the column is metadata or not, so that one site indicates it as metadata and the other suggests a UCD from other domains.   The boundaries between coded columns (meta.code) and measurement columns are fuzzy.

4.2.2. Observation times vs. epochs

Some parameters in our tables refer to the “Observation start date” or “Observation end date”.    We have consistently been using time.obs.start or time.obs.end respectively for this parameter type. We also use time.obs.start for an unqualified observation time.  For these same parameters Vizier typically uses time.epoch which is defined as a generic epoch. This definition is broad and seems to lack the semantics needed to describe an observation.   We have generally restricted our use of time.epoch to cases where it refers to an event in the sky, e.g., a GRB or nova or the time of periastron passage.

4.2.3 Fitting parameters.

Parameters describing how well data fit can be interpreted in different ways. This difference in interpretation has lead to differences in UCDs.  We might assign a column a field stat.snr versus stat.fit.goodness. 

4.2.4 Detector coordinates. 

Instrument pixel coordinates need to have their own UCDs.  There are multiple tables in our archive that provide information on instrument configuration and characteristics for a given observation. We use UCDs pos.cartesian.x;instr.pixel and  pos.cartesian.y;instr.pixel.  Vizier often has chosen to use pos.det instead but this UCD is not a standard UCD word.

4.2.5 Flux versus counts.

Since phot.count is defined as a count-rate the HEASARC uses the UCD phot to refer to columns with actual counts.  These are common in X-ray tables.  Vizier normally specifies them as phot.count.  As discussed elsewhere we think that the naming of this UCD is poor.   If this is the only difference between columns they do not show up as semantic mismatches but as the Vizier column being more specific in the statistics above.  However in these cases the Vizier UCD is misleading. 

X-ray tables often have many columns that deal with hardness ratios. We have been using

phot.count;arith.ratio as the  UCD.  Vizier seems to use phot.flux;arith.ratio.  Both seem like reasonable choices, but we believe using phot.count is closer to how the column is actually calculated.   Perhaps we should both use phot.color or some such since the concept is really the same as colors in the optical regime.

4.2.6 Processing parameters

The HEASARC has often chosen to leave UCDs blank where they refer to processing parameters, e.g., the time an observation is processed by the software system or when it is made public.  We do not feel that the current UCDs encompass the semantics of these fields.  Vizier usually supplies a UCD for such columns, e.g., time.epoch for a processing date, but we use this only for the time of astronomical events.   We do not feel that the instr hierarchy is appropriate here since these parameters typically refer to ground processing, not anything to do with the instrument configuration. 

4.2.7. Angular sizes and offsets

There are a number of parameters describing the sizes of major/semi-major  and minor/semi-minor  axes.  In Vizier such columns often are labeled as phys.angSize while we prefer to use the phys.size.smajAxis (and sminAxis) to let the user know that there is shape information available.

Many of our tables includes offsets between targets of one kind or another, and we do not necessarily feel that we have a good sense of the best UCDs for, e.g., offsets between two different observations of the same object (typically in different wavebands), or offsets between an object and its neighbors.  There are also some cases where Vizier has used pos.angDistance where we feel that the inst.offset UCD is more appropriate.

4.2.8. Band disagreement

When specifying the band information for gamma rays, X-rays, etc., using UCDs, we occasionally disagree.  Some of the differences may be due to differences in handling observations that cross the band boundaries specified for the UCDs.   In other cases the words hard and soft may have been taken from the descriptions of the tables without noting that the usage there does not conform to the UCD definitions.

4.2.9. Multiple positions

Some tables have more than one parameter describing a Right Ascension or Declination (e.g., tables with multiwavelength observations of the same object). We never assign more than one Ra/Dec parameter with the UCD word meta.main in our tables but in a few cases Vizier has done so. 

4.3. Evaluation of Differences in Vizier and HEASARC UCDs

The exact overall match rate between HEASARC and Vizier UCD assignments is rather low, at only 25-30%.   When we look at the 70-75% of columns where there are differences almost half are due to different levels of precision in specification of the UCD.  This may indicate that fuzzy matching for UCDs is essential for use of UCDs to be productive, not just to enable matches between different tables but even to be able to consistently understand the data in the same table as represented in different archives.   Different users of UCDs will pose questions at different levels of precision.

Most of the time when we find null UCDs in Vizier this is due to a failure to match columns with the HEASARC.  The occasional real nulls do not seem to be a major issue.

The invalid UCDs at Vizier presumably are likely due to the dynamic evolution of the system.  However all sites using UCDs should probably check that they consistently and correctly use a given version of the UCD standard.

In about 20% of the columns where we can make a comparison between the HEASARC and Vizier (i.e., excluding columns where the Vizier UCD is null or invalid) there is an explicit semantic difference between Vizier and the HEASARC. These are the most troubling of the differences in our UCD classifications.  

The half of these that are due to differences in metadata column descriptors may not be as critical to multi-table searches, but suggest that the definitions for such columns should be made clearer.  The remaining 10% have the potential of compromising the utility of UCDs in providing a consistent semantic description of tables.  These differences often occur in key fields within a table, e.g., observation times, counts or hardness ratios. 

5. Overall Discussion.
Since the discussion above has tended to focus on issues we have had with UCDs it is important to note that there are many areas where UCDs were relatively clear and easy to specify.  Other than the issues with regard to unspecified optical bands, the phot hierarchy was straightforward to use.  Similarly specifying positional parameters was generally straightforward, including proper motion columns.  Specification of the flux information was generally straightforward, but as we return to below we care are concerned about the level of differentiation here.

Some other areas where we had significant problems may not be important, at least for the use cases we anticipate for UCDs.  Use of the meta hierarchy – meta codes  and notes and bibs and refs seems fraught with ambiguities, but since these columns tend to have very table specific content the specific UCD assigned probably does not matter much.

5.1 Recommendations
5.1.1 Documentation
Probably the single most difficult aspect of using UCDs is the lack of documentation of the meaning of specific UCDs and of how users to attempt to use UCDs in the case where there is no apparent exact match.  The UCD vocabulary provides descriptions for each UCD of only a few words.  In some cases this may be adequate, but often the description is completely cryptic.    For each UCD examples of how that UCD might be used in the real world should be given.   The examples should discuss the boundaries with similar UCDs.

5.1.2 Simplification

The UCD structure is quite complex.  While fine-grained specification of the meaning of a column might be desirable for specialized uses, we suspect that in many cases the fine grained detail may get in the way of productive use of UCDs.  E.g., one of the natural use cases for UCDs is trying to get information to build SEDs for sources.  Users need to find all the tables where they might get flux information on the sources of information.  Can they do this?  The user cannot simply specify that they are looking for UCDs that contain a specific UCD (e.g., phot.flux).  Currently they need to look for phot.flux, phot.mag, phot.counts and perhaps even phot.fluence.  If all of these were subsumed under phot.flux users would find it much easier to find all of the flux information.  At least they would get both fluxes and flux densities in the current scheme.  Note that the units associated with a given column could disambiguate fluxes, flux densities, counts, count rates and magnitudes.

Another complexity of the current UCD is the fragmentation of concepts into different levels of the UCD hierarchy.  E.g., observations have their own top level UCD obs, but they also show up in the time hierarchy as time.obs.  It would probably have been clearer

to users if these concepts had been kept independent.  As discussed above the HEASARC uses time.obs.start even in cases where the time may be the central time for the observation just so that we can use a consistent UCD for observation times.  A better approach might have been to have a UCD time.start which gives the start of an interval, and use obs as a modifier, time.start;obs.    A simple lexical rule that would tend to lead to this semantic orthogonality would be that atoms should only appear in one location in UCDs words, i.e.,

obs.field and obs.observer  have obs in the same place, but it is different in time.obs.

A related issue with using UCDs is that adding atoms to a word should define a characteristic of the previous word or constrain it.  E.g., in obs.observer, the observer is a characteristic of the observation as a how.  In em.opt.B the B contrains the optical band.  In some cases the current UCD structure breaks this.  So time.obs is an interval, which time.obs.start is a time.  This might be OK if we were to consider time.obs as an abstract interval – something that has a start time and a stop time, but in practice time.obs is used as a concrete measured interval.   Given our experience in matching with Vizier UCDs it seems clear that we cannot expect to get exact matches for UCDs specified in different organization.  The only feasible approach for doing fuzzy matches that we see is to assume that a.b.c should match a.b.   Violations of this rule should be kept to a minimum.

5.2  Are UCDs useful?
Our goal in building UCDs at the HEASARC was to aid the discovery of data in our tables.  There may be other uses for UCDs, but the use cases we were interested in were of the form where a user is interested in data of a particular type and UCDs help them to find tables that match their needs.

All of the high priority tables of the HEASARC now have UCDs and we can now begin to assess whether UCDs meet our needs.   We have built tools which will find tables which match the UCDs that we specify.  I.e., we specify one or more UCDs and a table is matched if it has at least one column that matches each of the input UCDs. We also have a tool which accepts natural language inputs, translates these to possible UCDs (using tools provided by Vizier) and then looks for the tables based upon these translated values using any of the possible resolutions of a given natural language word.   We match UCDs based upon the fuzzy match criteria we mentioned above , i.e., a.b;x.y matches a.b.c;x.y.z (but not the reverse).  So if one enters phot.flux they get all of the phot.flux and phot.flux.density entries.  

It is hard to rigorously evaluate the question of utility.  What we have done is compare UCDs with Google-like searches, where the user finds tables based upon text matches to the user input criteria.  The text searched is the free form descriptions of the tables.

Using both methods we have done searches for tables that provide proper motions, information in multiple wavebands, and similar queries.  The following is based on impressions rather than a rigorous study.

Generally, when we were able to find UCD coverage of the concepts that we were searching for, the list of tables returned was very comparable in both searches.   UCDs do a little better in both the false positives and negatives.  The UCD search also can immediately return the column[s] that matches the user criteria.  The natural language search only picks out the tables.

The natural language searches failed if we used a different terminology than used in the table descriptions.   That wasn’t typically much of a problem for us, but for users coming from outside the HEASARC it could be more significant.  On the other hand, the natural language translation for UCDs did not work well.  To successfully search for UCDs we usually needed to enter UCDs.

The biggest failing of the UCD search was that it was very limited on what we could search for.  When we talked to users about what kinds of searches they would want to use UCDs for, the search criteria frequently included criteria that UCDs could not support, especially classes of objects.  E.g., "I want hard X-ray fluxes of galaxies" or "I want long-duration Chandra images" The natural language searches can easily accommodate such extended queries, while the UCD query is limited to the content of columns.  Perhaps UCDs should be assigned to rows as a whole and to the entire tables.  These UCDs could have information about the type of objects indexed in an object table – or the type of observations in an observation table.

Of course it is somewhat inappropriate for us to evaluate UCDs based on searches of our own database.  Whether they can help outside users understand our tables is the real test.

5.3. Future Plans
We plan to continue to provide UCDs for our tables and to revise the existing UCDs in light of the discussions with other members of the IVOA.  We do feel that the UCDs provide important metadata and that in including them we are ensuring that we understand our data.  However we are less optimistic that UCDs will in the short term provide a significantly easier method for our users to discover HEASARC data than our existing interfaces.  The external support for users to find the UCDs which match the concepts they are interested in, and the lack of uniformity in the assignment of UCDs across institutions means that using UCDs is still hard.  It is likely that for the next few years UCDs will primarily be used by programmatically rather than interactively by users.  It may also be that we will use UCDs somewhat differently that we had naively anticipated.  E.g., they may be very useful in helping users find tables similar to one they know about, e.g., rather than specifying UCDs a program uses the UCDs in one table and finds other tables with similar concepts.   In the longer term we do still anticipate that UCDs will provide a common vocabulary that will enable easy cross-institution data discovery.
